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* We're going to be talking about tuning a system
that's never been shown love.

— There’s more than one strategy to do this.
— I'm going to show you the three common paths people

take.

 Then I'm going to show you some cool things we
work on at Percona.




The three ways people take.

« Option 1: Add Hardware.
« Option 2: Change a buffer/cache.
 Option 3: Add an index.




Option 1: Add Hardware

 This “Kind of” works... but for how long?

* There's a price point where big machines get
exponentially more expensive.




Add Hardware (cont.)

* |If you are going to do this, beware:

— Bigger Machines will have the same speed drives.
— Check what your bottleneck is first!




Add Hardware (cont.)
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 Potential Bottlenecks:

DISK

The number one bottleneck.
Seriously.

RAM

Use it to cheat - get out of using
your DISK wherever you can.

CPU

May report as high if heavy wait I/
O.

NETWORK

Round trips add latency.




-
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Add Hardware (cont.)

Pros:
Good if you have an “excess money” problem.

Cons:
Expensive. Doesn't really work.

Conclusion:

The “just add hardware” idea is a fallacy. It only
works for smaller databases that fit in memory.

(rercona



Option 2: Change Configuration

* The “=-run-faster startup option”.

« This may work, but it assumes misconfigured
setting to start with.

* There are no silver bullets.




MyISAM Indexes

mysgl> show global status like .
e S +

Variable name

Key blocks not flushed
Key blocks unused

Key blocks used

Key_ read_requests

Key reads

Key write requests

Key writes
T Fmm——_— +

7 rows in set (0.00 sec)

Corresponding Global Variable:
key buffer size

PERC O NA
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MyISAM Indexes (cont.)

This is how well you are doing at reading
MyISAM indexes out of memory.

A key read request means a cache hit - a
key read is a cache miss. It’s a ratio.

Remember that on the first read - everything has
to come from disk, so take a look at

key blocks unused sometimes as well.

(Drercona



InnoDB Buffer Pool

mysql> pager grep -Bl -Al2 'BUFFER POOL AND MEMORY'

mysql> show innodb status;

Total memory allocated 1205671692; in additional pool
allocated 1029120

Buffer pool size 65536

Free buffers 56480

Database pages 8489

Modified db pages 0

Pending reads 0

Pending writes: LRU 0, flush list 0, single page 0
Pages read 8028, created 485, written 96654

0.00 reads/s, 0.00 creates/s, 0.00 writes/s

Buffer pool hit rate 1000 / 1000

PERC O NA
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Temporary Tables on

mysgl> show global status like 'Created_ tmp%'
e, S R —— +

Variable name

Created_tmp disk tables
Created tmp files

Created_tmp tables
e Fm——_— +

3 rows in set (0.00 sec)

Corresponding Sesssion Variables:
tmp table size
max heap table size

(You are bound by the smaller of the two).

PERC O NA
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* These are often caused by some internal GROUP
BYs and complex joins with an ORDER BY that
can’'t use an index.

* They default to memory unless they grow too big,

but...

— All temporary tables with text/blob columns will be
created on disk regardless!




Binary Log Disk Cache

mysql> show global status like 'binlog%$’;
Fom - B +
Variable name

Binlog cache disk use
Binlog cache use
F e fmm—— +

2 rows in set (0.00 sec)

Corresponding Session Variable:
binlog cache size

PERC O NA
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Sorting

mysgl> show global status like 'sort%';
Fe—————————— T +
Variable name

Sort_merge_passes
Sort range 234234
Sort rows 9438998
Sort scan
Fm - e ——————— i
4 rows in set (0.00 sec)

Corresponding Session Variable:
sort buffer size

PERC O NA
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 Caused by:

— ORDER BY (and not being able to use an index for
sorting).

— GROUP BY (instead of GROUP BY NULL).

* sort merge passes IS incremented every time
the internal sort algorithm has to loop over more
than once to sort.

— A small number is healthy - be careful not to over set the
sort_buffer_size.

— Sometimes | look at how many sort_ merge passes occur
per second (run SHOW GLOBAL STATUS more than

once). (Drercona




Like this technique?

« Best (free) way to learn more is Matthew
Montgomery’s Tuning Primer:

 http://forge.mysqgl.com/projects/project.php?id=44



http://forge.mysql.com/projects/project.php?id=44
http://forge.mysql.com/projects/project.php?id=44

Pros:
Can get some quick wins, sometimes.

Cons:
Assumes a setting is misconfigured in the first

place. Over-tuning can cause negative effects. Try
setting your sort buffer size to400M to find
out how!

Conclusions:
Not a bad approach - since it is easy to apply
without changing your application.




Option 3: Add an index

« Should really be called “Add an index, or slightly
rewrite a query”.

* This is the least "sexy” approach.
* |t delivers the most value for money though!




The EXPLAIN Command

mysql> EXPLAIN SELECT Name FROM Country WHERE continent =
'Asia’ AND population > 5000000 ORDER BY Name\G

khhkhhhhhhhdhhdhdhdddddddhddhdd ], yOw **F*Fdddkddhdhkdhkrhkrhkrhkdhh kb hhx

sieclss

select type:
table:

type:

possible keys:
key:

key len:

ref:

rows:

Extra:

1

SIMPLE

Country

ALL

NULL

NULL

NULL

NULL

239

Using where; Using filesort

1 row in set (0.00 sec)

PERC O NA
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Explain (cont.)

mysgl> ALTER TABLE Country ADD INDEX p (Population);
Query OK, 239 rows affected (0.01 sec)
Records: 239 Duplicates: 0 Warnings: 0

mysgl> EXPLAIN SELECT Name FROM Country WHERE Continent =
'Asia’ AND population > 5000000 ORDER BY Name\G
kkhkkhkkhkkhkkhkhkkkhkkhkhkkhkhkkhkhkhkkkhkhkhkkkhkhk*k 1. TOW ***,*,kkdkdkdhdhhdrhddhdrhrddhrdrdhdhix
id: 1
select type: SIMPLE
table: Country
type: ALL
possible keys: p
key: NULL
key len: NULL
ref: NULL
rows: 239
Extra: Using where; Using filesort
1 row in set (0.06 sec)




Now It Is...

mysqgl> EXPLAIN SELECT Name FROM Country WHERE Continent = 'Asia’
AND population > 50000000 ORDER BY Name\G

kkhkkkkhkkkhkkkkkhkhkkkhkhkhkkkhkkkkkkkkkik*k 1.

id:

select type:
table:

type:

possible keys:
key:

key len:

ref:

rows:

Extra:

1
SIMPLE
Country
range

b

b
4

NULL
54
Using where; Using filesort

1 row in set (0.00 sec)

YOW ***),k,kxkdhkhkhddddkhddxddihxddix

PERC O NA
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Another Index..

mysgl> ALTER TABLE Country ADD INDEX c (Continent);
Query OK, 239 rows affected (0.01 sec)
Records: 239 Duplicates: 0 Warnings: 0

mysql> EXPLAIN SELECT Name FROM Country WHERE Continent = 'Asia’
AND population > 50000000 ORDER BY Name\G
Rk R Sk ok Sk Sk R R R ARk Sk ok Sk Sk o o O Ok S TOW ***,*,kkdkdkdhkddrhddhhdrhddhrdkdhdhix
id: 1
select type: SIMPLE
table: Country
type: ref
possible keys: p,c
key: c
key len: 1
ref: const
rows: 42
Extra: Using where; Using filesort

1 row in set (0.01 sec) PERCONA
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Changes back to p at 500M!

mysql> EXPLAIN SELECT Name FROM Country WHERE Continent = 'Asia’
AND population > 500000000 ORDER BY Name\G

tk o Sk R R Rk R R R Rk ok Ok Rk ok O kO S

id:

select type:
table:

type:

possible keys:
key:

key len:

ref:

rows:

Extra:

1
SIMPLE
Country
range
p,C

b
4

NULL
4
Using where; Using filesort

1 row in set (0.00 sec)

YOW ***d,d,kkkdkdhkhdrhdhdhdrhdhdhhrrddk

PERC O NA
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Try another index...

mysql> ALTER TABLE Country ADD INDEX p c¢ (Population,
Continent);
Query OK, 239 rows affected (0.01 sec)
Records: 239 Duplicates: 0 Warnings: 0

mysgl> EXPLAIN SELECT Name FROM Country WHERE Continent =
"Asia’ AND population > 50000000 ORDER BY Name\G

kkhkkhkkkhkkhkhkkkhkkhkhkkhkhkkhkkhkhkkkhkkhkhkkhkhkk*k 1. TOW ***,*,kkdkkdhdhhdrhdhdhdrddhdhrrddhikx
id: 1
select type: SIMPLE
table: Country
type: ref
possible keys: p,c,p C
key: c
key len: 1
ref: const
rows: 42
Extra: Using where; Using filesort PERC OMNA
1 row in set (0.01 se o




How about this one?

mysql> ALTER TABLE Country ADD INDEX c p (Continent,Population);
Query OK, 239 rows affected (0.01 sec)
Records: 239 Duplicates: 0 Warnings: 0

mysgl> EXPLAIN SELECT Name FROM Country WHERE Continent = 'Asia’
AND population > 50000000 ORDER BY Name\G
kkhkkhkkhkkhkhkhkhkkhkkhkhkkhkhkhkhkhkhkkhkhkhkkhkhk*k ]_. TOW ***d,dkkkdxdkdhkhdrdkdhdhdrhrdhdhrrddk
id: 1
select type: SIMPLE
table: Country
type: range
possible keys: p,c,p c,c p
key: c p
key len: 5
ref: NULL
rows: 7
Extra: Using where; Using filesort

1 row in set (0.00 sec) PERCONA
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mysql> ALTER TABLE Country ADD INDEX c p n
(Continent,Population, Name) ;
Query OK, 239 rows affected (0.02 sec)
Records: 239 Duplicates: 0 Warnings: 0

mysql> EXPLAIN SELECT Name FROM Country WHERE Continent = 'Asia’
AND population > 50000000 ORDER BY Name\G
R i i e e i i o i i i e i i i i i i o e o o o ]_. YOW ****k,kkkddkdhkhhxdkddhxdddhxxrddkx
id: 1
select type: SIMPLE
table: Country
type: range
possible keys: p,c,p ¢c,c p,c p n
key: ¢ pn
key len: 5
ref: NULL
rows: 7
Extra: Using where; Using index; Using fi’gsort
: PERC
1l row 1n set (0.00 sec) Performance Co

O N A

g Experts
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We're looking at 9 rows, not the whole table.

We’'re returning those rows from the index -
bypassing the table.

A simple example - but easy to demonstrate how to

reduce table scans.

You wouldn’t add all these indexes -I'm just doing it
as a demonstration.

— Indexes (generally) hurt write performance.




Example 2: Join Analysis

mysqgl> EXPLAIN SELECT * FROM city WHERE countrycode IN
(SELECT code FROM country WHERE name='Australia')\G
kkhkkhkkkhkkhkkkhkhkkkhkhkkkhkkkhkkkhkkhkikkik*k 1_ TOW ****,ddkkkdhhrkddrdddbrrdhbrkdsk
id: 1
select type: PRIMARY
table: city
type: ALL
possible keys: NULL
key: NULL
key len: NULL
ref: NULL
rows: 4079
Extra: Using where
kkhkkhkkkhkkhkkkhkhkkkhkhkkkhkkkhkkhkkhkkhkikkik*k 2. TOW ****,dkkkkdhhhrkddrdddrrhdhbrkdsk
id: 2
select type: DEPENDENT SUBQUERY
table: country
type: unique_ subquery
possible keys: PRIMARY
key: PRIMARY
key len: 3
ref: func

rows: 1 PERCONA

Performance Consulting Experts

Extra: Using where



Join analysis (cont.)

mysqgl> EXPLAIN SELECT city.* FROM city, country WHERE
city.countrycode=country.code AND country.name='Australia'\G
kkhkkhkkkhkhkkhkkhkkhkhkkhkhkkhkkkikkkkikkkik*k 1. YOW ***,*,dkkxkdhdkhrkdhdhdrdddrhddrrdidx
iela
select type: SIMPLE
table: city
type: ALL
possible keys: NULL
key: NULL
key len: NULL
ref: NULL
rows: 4079
Extra:
kkhkkhkkkhkhkkkhkkkhkkhkhkkhkhkkkikhkkkikkkik*k 2. TYOW ***,d,kkkdhdhhrkdhdhdrddhrkddrrdidx
id: 1
select type: SIMPLE
table: country
type: eq ref
possible keys: PRIMARY
key: PRIMARY
key len: 3
ref: world.city.CountryCode
rows: 1
Extra: Using where

PERC O NA
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Try an index...

mysql> ALTER TABLE city ADD INDEX (countrycode);
Query OK, 4079 rows affected (0.03 sec)
Records: 4079 Duplicates: 0 Warnings: O




Is that any better?

mysql> EXPLAIN SELECT city.* FROM city, country WHERE

city.countrycode=country.code AND country.name='Australia'\G
kkhkkhkkhkkhkkhkhkkhkhkkhkhkhkhkhkhkhkhkkhkkhkkk*k 1. Trow kkhkkhkhkkhkhkkhkhkhkhkhkhkkhkkhkkhkikkhkikkikk*k

id:

select type:
table:

type:

possible keys:
key:

key len:

ref:

rows:

Extra:

1

SIMPLE

city

ALL
CountryCode
NULL

NULL

NULL

4079

khkkkhkhkhkhkhkkkkkkkhkhkhkhkhkhkrkhkxxxx 2 TOW ***kkkkkhkkhkhkdhdrdrdrdrhxsk

id:

select type:
table:

type:

possible keys:
key:

key len:

ref:

rows:

Extra:

1

SIMPLE

country

eq_ref

PRIMARY

PRIMARY

3
world.city.CountryCode
1

Using where

2 rows in set (0.01 sec)

PERC O NA
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Try Again

mysql> ALTER TABLE country ADD INDEX (name);
Query OK, 239 rows affected (0.01 sec)
Records: 239 Duplicates: 0 Warnings: O




Looking good...

mysql> EXPLAIN SELECT city.* FROM city, country WHERE

city.countrycode=country.code AND country.name='Australia'\G
kkhkkhkkhkkhkkhkhkkhkhkkhkhkhkhkhkhkhkhkkhkkhkkk*k 1. Trow kkhkkhkhkkhkhkkhkhkhkhkhkhkkhkkhkkhkikkhkikkikk*k

id:

select type:
table:

type:

possible keys:
key:

key len:

ref:

rows:

Extra:

1

SIMPLE
country

ref

PRIMARY, Name
Name

52

const

1

Using where

khkkkhkhkhkhkhkkkkkkkhkhkhkhkhkhkrkhkxxxx 2 TOW ***kkkkkhkkhkhkdhdrdrdrdrhxsk

id:

select type:
table:

type:

possible keys:
key:

key len:

ref:

rows:

Extra:

1

SIMPLE

city

ref

CountryCode
CountryCode

3
world.country.Code
18

2 rows in set (0.00 sec)

PERC O NA
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* Focus on components of the WHERE clause.

* The optimizer does cool things - don’t make
assumptions. For Example:

— EXPLAIN SELECT * FROM City WHERE id

1810;

— EXPLAIN SELECT * FROM City WHERE id
LIMIT 1;

— EXPLAIN SELECT * FROM City WHERE id
BETWEEN 100 and 200;

— EXPLAIN SELECT * FROM City WHERE
and id <= 200;




The answer...

1 row in set (0.00 sec)

mysql> EXPLAIN SELECT * FROM City WHERE id = 1810 LIMIT 1;

1 row in set (0.00 sec)

PERC O NA
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The answer (2

mysgl> EXPLAIN SELECT * FROM City WHERE id BETWEEN 100 and 200;
+——t F——— F——— F——————— F———

| id | select type | table | type

1 row in set (0.01 sec)

mysql> EXPLAIN SELECT * FROM City WHERE id >= 100 and id <= 200;
S S S— S e Fomm e
| id | select type | table | type | possible keys | key

Using where |
_____________ +

1 row in set (0.00 sec)

PERC O NA

Performance Consulting Experts




More information

« http://dev.mysqgl.com/
EXPLAIN
« Some very good examples are also

in “High Performance MySQL” 2nd
Ed.

-C__Iir_ K 1o l 'n'_':' K 1NS!DE1

High I,_
Perforitiance
MySOL



http://dev.mysql.com/EXPLAIN
http://dev.mysql.com/EXPLAIN
http://dev.mysql.com/EXPLAIN
http://dev.mysql.com/EXPLAIN

Add an index (conclusion)

Pros:
The biggest wins. Seriously.
Cons:

Takes a bit of time for analysis. If you need to
rewrite a query - you need to go inside the
application (not everyone can).

Conclusion:
My #1 Recommendation.




Last Part

* Yes, cool stuff we are working on at Percona;

— MySQL builds with additional performance patches and
diagnostic tools.




5.0 and 5.1 Patches Demo

* |ndex statistics patch.
* microslow + additional slow log info.
« Scalability fixes.




 |'ve given that first example many times.

 |f | ask the audience what potential indexes there
are - many people say name.
— Also very common to suggest adding the composite

index on Population + Continent instead of Continent +
Population.

* A not insignificant number of people add “indexes”
to primary key or unique keys.




This stuff is hard!

* And MySQL doesn’'t make it easier.

— In the official releases there’s no way of seeing usage of
each individual index.




... and this stuff changes over time

* You might not run the queries today that you added
indexes for yesterday.

« Execution plans also change as data grows.




Introducing INDEX STATISTICS

SELECT DISTINCT s.TABLE SCHEMA, s.TABLE NAME, s.INDEX NAME FROM

information schema.statistics "s  LEFT JOIN

information schema.index statistics IS ON (s.TABLE SCHEMA = IS.TABLE SCHEMA
AND s.TABLE NAME=IS.TABLE NAME AND s.INDEX NAME=IS.INDEX NAME) WHERE

IS.TABLE SCHEMA IS NULL;

artl100 articlel00

artl100 articlel00

artl100 articlel00

artl100 articlel00 forum id 2

art100 articlel00 published

art100 articlel00 inserted

art100 articlel00 site id 2

artl100 author100 PRIMARY
author100

1150 rows IN SET (1 min 44.23 sec)

Source: http://www.mysglperformanceblog.com/2008/09/12/unused=dandexes-by-
single-query/ PERC ONA

Performance Consulting Experts



http://www.mysqlperformanceblog.com/2008/09/12/unused-indexes-by-single-query/
http://www.mysqlperformanceblog.com/2008/09/12/unused-indexes-by-single-query/
http://www.mysqlperformanceblog.com/2008/09/12/unused-indexes-by-single-query/
http://www.mysqlperformanceblog.com/2008/09/12/unused-indexes-by-single-query/

« Support for microsecond slow query logging in 5.0
— Avalilable in official MySQL 5.1 release.

e You can log queries that do ‘expensive things’ even
If they execute fast via log_slow_filter:

gc_miss The query was not found in the query cache.

full_scan The query performed a full table scan.

full_join The query performed a full join (a join without indexes).

tmp_table The query created an implicit internal temporary table.

tmp_table on_disk The query's temporary table was stored on disk.

filesort The query used a filesort.

filesort_on_disk The filesort was performed on disk.

Source: http://www.percona.com/docs/wiki/patches:microslow_innodb ( ) PERCONA


http://www.percona.com/docs/wiki/patches:microslow_innodb
http://www.percona.com/docs/wiki/patches:microslow_innodb

Microslow Patch (cont.

* log_slow_verbosity - You can also *get* more
information written to the log:

microtime Log queries with microsecond precision (mandatory).

query_plan Log information about the query's execution plan (optional).

innodb Log InnoDB statistics (optional).

# User@Host: mailboxer[mailboxer] @ [192.168.10.165]

# Thread _id: 11167745 Schema: board

# QC_Hit: No Full scan: No Full join: No Tmp table: Yes Disk tmp table: No

# Filesort: Yes Disk filesort: No Merge passes: 0

# Query time: 0.000659 Lock time: 0.000070 Rows sent: 0 Rows examined: 30

Rows affected: 0 Rows read: 30

# InnoDB_IO r ops: 1 InnoDB IO r bytes: 16384 1InnoDB IO r wait: 0.028487

# InnoDB_rec_lock wait: 0.000000 InnoDB_queue wait: 0.000000

# InnoDB_pages_distinct: 5

select count(distinct author id) from art87.article87 force index (forum id) where
forum id 240215 and thread id 710575 PERCON A

Performance Consulting Experts




Scalability Patches

 It's true - MySQL doesn’t scale well beyond about 4

or 8 cores.
By "MySQL" | mean both the database server and

the InnoDB storage engine.




InnoDB’s not broken

 It's a beautifully designed database system,
modeled a lot on the way Oracle works.

|t just needs some love.




L 00

o 4 |Tn| Wy~ LastSaved: 14/11/08 11:37:41 AM
e = .4 File Path: ~/Documents/src/mysql-5.1.30/storage /innobase /sync/synclsync.c

< | » | Y syncOsync.c » | (no symbol selected) &+ |

Fl

¢
Mutex, the baszic synchronization primitive

(o) 1995 |nnobase Oy

Created 9/5/1995 Heikki Tuuri

#include "syncBsgnc.h"
#jfdef UMIY_HOMIML
#include "syncBsgnc.ic"
#andif

#include "sync@rw . h"
#ipclude "buf@buf..h"
#include "srwBsew..h"
#include "buf@types.h"

FLd
FREASOMS FOR IMPLEMEMTING THE SPIH LOCE HMUTEX

Semaphore operations in operating systems are slow!: Solaris on g 1992 Sparc
takes 3 microseconds {us) for a lock-unlock pair and Hindows HT on a 19395
Fentium takes 28 microseconds for a lock-unlock pair. Therefore, we howve to
implement our own efficient spin lock mutex. Future operating systems may
provide efficient spin locks, but we cannot count on that.

Another reason for implementing a spin lock is that on multiprocessor systems
it can be more efficient for a processor to run g loop waiting for the
semaphore to be released than to switch to a different thread. A thread switch
takes 25 us on both platforms mentioned above. See Gray and Reuter's book
Transaction processing for background.

How long should the spin loop last before suspending the thread? On o
uniprocessor, spinning does not help at all, because if the thread ocwning the
mutex i=s not executing, it cannot be relegsed. Spinning actual ly wastes
rESoUrcEs .

On @ multiprocessor, we do not know if the thread owning the mutex is
executing or not. Thus it would make sense to spin as long as the operation
guarded by the mutex would typically last assuming that the thread is
executing. |f the mutex is not released by that time, we may assume that the
thread owning the mutex is not executing and suspend the waiting thread.

A typical operation {where no ifo involwed) guarded by a mutex or a read-write



Scaling (cont.)

 There's a lot of hard coded constants and
assumptions, like when InnoDB chooses to
checkpoint.

* Percona is moving those to constants to
configuration variables....




innodb_adaptive_checkpoint (default 0) - control the added feature
adaptive checkpointing.

innodb_read _io_threads (default 1) - the number of background 10
threads for read requests.

innodb_write_io_threads (default 1) - the number of background 10
threads for writing dirty pages
from the buffer pool.

innodb_io_capacity (default 100) - number of disk IOPs the server
can do. InnoDB by default assumes that server can perform 100 i/
o per second, which is not always true. [number of HDD of the
RAID] * 100 may be recommended as the start value of tuning.

Source: http://www.percona.com/docs /wiki/patches:innodb io patches



http://www.percona.com/docs/wiki/patches:innodb_io_patches
http://www.percona.com/docs/wiki/patches:innodb_io_patches

« Some of the IO handling may show its age very
soon (if it hasn’t already)

— innodb_flush_neighbor_pages (default 1) - When the dirty page are flushed
(written to datafile), this parameter determines whether the neighbor pages in
the datafile are also flushed at the same time or not.

innodb_read ahead (default 'both") - control native read-ahead behavior of
InnoDB. 'none':disable read-ahead, 'random':enable read-ahead for random
access only, 'linear':enable read-ahead for sequential access only,
'both':enable both of read-ahead feature.

— Source: http://www.percona.com/docs/wiki/patches:innodb_io_patches



http://www.percona.com/docs/wiki/patches:innodb_io_patches
http://www.percona.com/docs/wiki/patches:innodb_io_patches

* We forked the latest version of InnoDB, and in
December 08 announced a drop in replacement.
— http://www.mysqlperformanceblog.com/2008/12/16/

announcing-percona-xtradb-storage-engine-a-drop-in-
replacement-for-standard-innodb/



http://www.mysqlperformanceblog.com/2008/12/16/announcing-percona-xtradb-storage-engine-a-drop-in-replacement-for-standard-innodb/
http://www.mysqlperformanceblog.com/2008/12/16/announcing-percona-xtradb-storage-engine-a-drop-in-replacement-for-standard-innodb/
http://www.mysqlperformanceblog.com/2008/12/16/announcing-percona-xtradb-storage-engine-a-drop-in-replacement-for-standard-innodb/
http://www.mysqlperformanceblog.com/2008/12/16/announcing-percona-xtradb-storage-engine-a-drop-in-replacement-for-standard-innodb/
http://www.mysqlperformanceblog.com/2008/12/16/announcing-percona-xtradb-storage-engine-a-drop-in-replacement-for-standard-innodb/
http://www.mysqlperformanceblog.com/2008/12/16/announcing-percona-xtradb-storage-engine-a-drop-in-replacement-for-standard-innodb/

Benchmarks

|O Bound Load with MySQL 5.1.30:

NOTPM

0
std plugin xtradb

B NOTPM 79231 7508.2 12374 .9

Source: http://www.mysalperformanceblog.com/2008/12/18/xtradb-benchmarks-15x-gain/

@BPERCONA

Performance Consulting Experts



http://www.mysqlperformanceblog.com/2008/12/18/xtradb-benchmarks-15x-gain/
http://www.mysqlperformanceblog.com/2008/12/18/xtradb-benchmarks-15x-gain/

Benchmarks (cont.

« CPU Bound Load with MySQL 5.1.30:

Transactions fsec

a

Sysbench, OLTP, read-write
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Source: http://www.mysqlperformanceblog.com/2008/12/29/xtradbinnodb-

cpu-bound-benchmarks-on-24cores-server/
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The Ena.

« Many of the examples | use show up in some form on our blog:
http.//www.mysqlperformanceblog.com/
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